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Abstract—In this paper a combination of convolutional neural
networks and support vector machines for the automatic recog-
nition of ground targets is presented. From the convolutional
neural network the feature extraction part is used, but instead
of the fully connected multi-layer perceptron in the decision stage
a support vector machine is applied. With this combination the
generalization capability of the classifier is increased, while the
computation time is kept low. The classifier is tested on the public
MSTAR database of spotlight SAR data. Results are shown for
different kernels as forced decision classifier as well as with
rejection class.

I. INTRODUCTION

Automatic Target Recognition (ATR) is a research field
with a wide variaty of application, particularly in the area
of military defense. Several different approaches have been
presented in the past, from very simple, but often very ro-
bust, systems like the nearest neighbor classifier [1] to more
complex systems like support vector machines (SVMs) [2] or
artificial neural networks [3].

In this paper we focus on the identification of ground
targets. As a database we use SAR-images of the Moving and
Stationary Target Aquisition and Recognition (MSTAR) data
[4]. A detailed description of the data is given in section V.

The classifier used is a combination of a convolutional
neural network (CNN) and SVMs. CNNs are already well
known in the field of optical character and digit recognition
[5], but to our knowledge neither them nor the combination
with SVM’s have been used for ATR purposes. Classification
with neural networks shows benefits with respect to the com-
putation time. Although retraining of the network is necessary
when new targets are added to the database, the classification
itself is very fast. A drawback of neural networks is that their
knowledge is represented by some weights and the behaviour
is not transparent. This drawback is partially overcome with
the proposed combination as shown in section IV.

In ATR applications it is often required that a rejection class
is included to reduce the probability of false alarms and to
reject unknown objects. We implement our algorithm in both
ways, with and without the rejection class. The benefit of the
rejection class will be demonstrated in section VI.

II. CONVOLUTIONAL NEURAL NETWORKS

CNN’s are a special form of multi-layer perceptrons, which
are designed specifically to recognize two-dimensional shapes

with a high degree of invariance to translation, scaling, skew-
ing, and other forms of distortion [6]. The basic structure of
the network used in this paper is shown in Fig. 1.

The first three layers of this network are an alternation
from convolutional and subsampling layers. With these layers
a feature extraction stage is created, where each neuron in the
first convolutional layer takes its inputs from a local receptive
field in the image. The neurons in this layer are separated
into feature maps, each of them corresponding to one local
spatial feature, that is learned during the training. Because all
neurons in one feature map use the same weights, and the
local receptive field of neighboring neurons is shifted only
by one pixel in one direction, the values of each feature map
correspond to the result of the two-dimensional correlation
of the input image with the learned kernel of each particular
feature map.

In the input image of Fig. 1 one target is visible in the
center of the image. The correlation with the different kernels
is visualized for three examples, the result of the correlation
can be seen in the feature maps of the first layer.

The second layer of the network is a subsampling layer and
performs a reduction of the dimension by a factor of four.
With this reduction the exact position of the feature becomes
less important and it reduces the sensitivity to other forms of
distortion [6]. The subsampling is done by averaging an area
of 4 x 4 pixels, multiplying it with a weight wj and adding a
trainable bias bj .

The third layer is a convolutional layer again and relates
the features found in the image to each other. This layer is
trained to find patterns of features, which can be separated by
the subsequent layers and discriminate the different classes.

The last two layers of the network form the decision part
of the system and are fully connected layers. The last layer
consists of as many neurons as classes have to be separated,
in our case ten. The classification is done by assigning the
corresponding class of the neuron with the highest output
value. To implement the rejection class a minimum output
value is determined, which has to be exceeded by the output
neurons. If all neurons are below this threshold the image is
rejected.

Neural networks trained with the back propagation algo-
rithm minimize the mean square error (MSE) of the training
set. The MSE of the training set is given by



MSE(α) =
1
N

N∑
i=1

(di − f (~xi, α))2 (1)

where α is the set of classifier parameter, di is the desired
output for the ith element of the training set and f (~xi, α) is
the classifier response to input ~xi. N is the size of the training
set. The MSE is also called the empirical risk with respect to
quadratic loss and classifiers using this error as a performance
measure are said to implement the empirical risk minimization
(ERM) [2].

The training of our network is performed by the stochastic
diagonal Levenberg-Marquardt algorithm with an estimate of
the Hessian matrix after every iteration, i.e. after every training
sample. For a detailed discription of this algorithm see [5].

Fig. 1. Structure of the used convolutional neural network

III. SUPPORT VECTOR MACHINES

SVMs implement the structural risk minimization principle,
where the complexity of the classifier is taken into account
additionally. This is very important when the size of the
training set compared to the number of features is small.
For this reason the Vapnik-Chervonenkis (VC)-dimension h
was introduced to measure the generalization capability of

the classifier. The lower the VC-dimension, the better the
generalization of the classifier. The higher the VC-dimension,
the higher the propability of overfitting to the training data [7].
To formulate the minimization problem that has to be solved
during the training, an additional term Φ

(
N
h

)
is added to the

empirical risk to define the structural risk.

Rstruc(α, h) = Remp(α, h) + Φ
(
N

h

)
(2)

Remp in (2) corresponds to the empirical risk, but this time
not to the MSE of (1), which was used for neural networks, but
to the concrete number of misclassification in the training set.
The empirical risk is dependent on the VC-dimension because
a higher VC-dimension would lead to a lower empirical risk.
But in that case the second term, the confidence interval
Φ
(

N
h

)
, would increase because it only depends on the ratio

between the size of the training set and the VC-dimension.
SVMs are designed to find the best tradeoff between these
two terms, decrease the empirical error while keeping the
VC-dimension as low as possible. Because of this, SVMs are
classifiers with a very high generalization capability.

The actual classification is done by a separating hyperplane,
defined by

~w · ~x+ b = 0, (3)

where ~w is a learned weight vector, ~x is the input vector and
b is the bias. Under the assumption that the training samples
are linearly separable, the classification can be written in the
form

~w · ~x+ b ≥ 1 for di = +1 (4)
~w · ~x+ b ≤ 1 for di = −1. (5)

Here the distance between the input and the separating
hyperplane is at least one, what can be reached by a simple
rescaling of the weight vector and the bias [6]. Equations 4
and 5 can be combined in the following way

yi ((~w · ~xi)− b) ≥ 1. (6)

Here yi is the output of the classification. To determine the
optimal separating hyperplane the function

Φ (~w) =
1
2

(~w · ~w) (7)

is minimized under the constraint in (6) by quadratic opti-
mization. The optimum condition of the minimum Euclidean
norm of the weight vector provides the maximum possible
separation between positive and negative examples [6]. When
the given samples are not linearly separable, nonnegative, so
called, slack variables ξi are used to define the soft-margin
separating hyperplane

yi ((~w · ~xi)− b) ≥ 1− ξi. (8)

With the constraint of (8) the weight vector ~w is determined



by the minimization of

Φ (~w, ξ) =
1
2

(~w · ~w) + C

(
N∑

i=1

ξi

)
, (9)

where C is a constant [7]. The technique used for this
minimization problem is almost equivalent to the separable
case in (7).

The first term in (9) is related to the VC-Dimension of the
SVM, while the second term corresponds to the test errors
and is an upper bound on the number of these. The constant
C can be determined either experimentally by the use of a
validation set during the training or analytically by estimating
the VC-dimension of the SVM. For a detailed description see
[6].

The basic idea of SVMs follows Cover’s theorem on the
separability of patterns, which states that a pattern recognition
problem cast in a high-dimensional space Z nonlinearly is
more likely to be linearly separable than in a low-dimensional
space X [6]. To implement this principle a transformation
of the data to the high-dimensional space Z is necessary,
but this transform is not considered in explicit form. Instead
only the inner product between support vectors and the input
vector needs to be calculated. This inner product of Z can
be calculated in the low-dimensional space X with a kernel
K(~xi, ~xj), which follows some general conditions [7]. With
this kernel an expression for the inner product of transformed
vectors in Z is given by

(~zi · ~zj) = K(~xi, ~xj). (10)

Now it is possible to design a linear decision function in
the high-dimensional space Z with the nonlinear mapping in
X by

f(~x) = sign

( ∑
support vectors

yiαiK(~x, ~xi)− b

)
. (11)

The support vectors ~xi are those vectors that lie closest
to the separating hyperplane in Z and satisfy (4) and (5) with
equality. The coefficients αi are determined during the training
and with (11) the explicit formulation of the hyperplane in the
high-dimensional space Z is not required anymore. Instead
only the position of the unknown vector ~x is determined and
by this a class assigment is possible. In Fig. 2 the separating
hyperplane is shown for a two-dimensional feature space.

Often used kernels for the transformation are polynomial
kernels and Gaussian radial basis functions (RBFs). In this
paper both are used and results are shown in section VI.

A drawback of SVMs is that they can only discriminate
between two classes. Since we have to discriminate between
ten classes, we have to design ten SVMs, one SVM for each
class, following the one vs. all principle. The assignment of
the class can be done in two ways, either with a forced
decision classifier or with a rejection class. For a forced
decision classifier the argument of the sign-function in (11)

Fig. 2. Optimal hyperplane in a two-dimensional feature space [6]

is calculated for each of the ten SVMs and the class with the
highest output is assigned. For a classifier with a rejection class
the sign-function is calculated for each SVM and when two or
more SVMs give positive results on the same input vector the
rejection class is assigned. Results on both classifier structures
are given in section VI.

IV. COMBINATION OF FEATURE EXTRACTION AND
SUPPORT VECTOR MACHINES

Classifiers trained on a given training data set normally do
not use any prior knowledge to select the features. In this way
the feature extraction part of the CNN, described in Section
II, can be considered as a black box. As already mentioned in
section II, the first three layers of the network are trained to
generate separable feature patterns. In the CNN architecture of
Fig. 1 the selected features are the input vector of a two layer
fully connected network. To obtain a better generalization
capability of the classifier, these features are now transmitted
to a collection of SVMs for the final classification. Positive
results for these kinds of classifier were already obtained in
the field of handwritten digit recognition [8,9], but to our
knowledge we use them the first time for an ATR-system.
The structure of the new classifier is shown in Fig. 3.

With this combination the hard part of feature selection is
overcome since features are selected automatically, only the
number of features has to be determined in advance. Further is
the number of inputs of the SVM’s very small compared to the
number of pixels, what improves the generalization capability,
because the complexity is reduced. Also is the often mentioned
drawback of neural networks [10], that their behaviour is
hard to understand and explain partially overcome. Since it
is possible to look at the selected features, i.e. the correlation
kernels, and the behaviour of an SVM is easier to follow,
because the selected support vectors are part of the training
set and the decision is done in a deterministic way.



Fig. 3. Structure of the proposed ATR-System

V. DATA DESCRIPTION AND PREPROCESSING

The MSTAR dataset we use consists of X-band spotlight-
SAR images with 0.3m resolution in each direction. The
targets have been measured over the full 360◦ azimuth angles
with 1◦ - 5◦ increments. The target data is presented as subim-
age chips centered on the target with a size of 128 x 128 pixels.
Data collected at 15◦ depression angle is used for testing (3203
images) and 17◦ depression angle for training (3671 images).
The distribution of the images over the different targets is
given in Table I.

TABLE I
NUMBER OF IMAGES PER CLASS

Training Test
Class 1 698 587
Class 2 233 196
Class 3 691 582
Class 4 256 195
Class 5 299 274
Class 6 298 274
Class 7 299 274
Class 8 299 273
Class 9 299 274
Class 10 299 274

Complete 3671 3203

Before the training and the classification can be done, some
preprocessing of the data is required. To compare the images,

all of them are rotated by their specific aspect angle. After
that, all images show the targets at the same orientation. For
this task the aspect angle included in the data set was used.
Since the structure of the network is not rotation invariant
this step is always necessary and therefore the aspect angle of
the target has to be estimated. A simulation with incorrectly
estimated aspect angles is included in section VI. But there
are still differences in the images, since with the aspect angle
the illumination and the SAR-shadow differs.

After the rotation, areas with zeros occur at the corners of
the images. To remove these and to reduce the dimension of
the input space only the center area of size 64 x 64 pixels
is kept for training and classification. This area is still large
enough that the complete target fits into it and the dimension
is computationally more manageable. As the last step, to get
real valued input images, all images are converted to dB. Some
randomly selected examples of class one are shown in Fig. 4,
in which all images are in the same dynamic range.

Fig. 4. Rotated and cropped images

VI. EXPERIMENTAL RESULTS

To compare the different classifiers we use four different
indicators:
• probability of correct classification: PCC

• probability of error: Perr

• probability of rejection: Prej

• probability of correct classification under the condition
that the image was classified at all: PCC|C

The last two probabilities are only used when a rejection
class is installed. The first two probabilities and, when calcu-
lated, the third are always calculated with respect to the entire
test data set.

The structure of the CNN was fixed to twenty features in the
first layer with a kernel size of 13 x 13 pixels. The second layer
perfoms a subsampling by the factor 4, so that the resulting
feature maps consist of 13 x 13 pixels as well. For the third
layer 120 kernels of the size 13 x 13 pixels are used, what
leads to a feature map with only one element. This leads to
an input vector with 120 elements of the SVMs or the fully
connected part in the CNN.

In Table II the results of the forced decision classifiers are
summarized together with some published results on the ten



class MSTAR database. In [11] a parametric signal model was
used to model the SAR-images as gaussian random vectors.
The model was estimated for each target over intervals of 10◦

in azimuth. With an overlap of 5◦ between the intervals, this
leads to an amount of 72 models per class. Classification is
done in a Bayesian approach by selecting the target class
which maximizes the estimated posterior probability. The
classification in [12] was done with a sparse representation
method. This method is based on the assumption that an
unknown image can be sparsely represented by a linear com-
bination of the known database. After the reconstruction the
class with the minimal residual is assigned. The representation
is calculated for three consecutive images at the same time to
use the correlation between them. In [13] a nearest neighbor
approach was used for the classification.

Table III shows the results of the classification with rejec-
tion. The classifier CNN is the network of section II without
the use of SVMs. The rejection value of the CNN-classifier
was set to zero, which leads to rejection if no output neuron
gives a positive result.

TABLE II
FORCED DECISION CLASSIFICATION RESULTS

Classifier PCC Perr

CNN 90.48% 9.52%

CNN-SVM linear 89.14% 10.86%
CNN-SVM quadratic 97.75% 2.25%
CNN-SVM poly 3 98.16% 1.84%
CNN-SVM poly 4 98.22% 1.78%
CNN-SVM poly 5 93.97% 6.03%

CNN-SVM rbf 1 75.05% 24.95%
CNN-SVM rbf 2 98.56% 1.44%
CNN-SVM rbf 2.4 98.56% 1.44%
CNN-SVM rbf 3 98.00% 2.00%
CNN-SVM rbf 4 97.22% 2.78%

Gaussian Model [11] 97.18% 2.82%
Sparse Representation [12] 94.69% 5.31%
Nearest Neighbor [13] 86.78% 13.22%

TABLE III
CLASSIFICATION RESULTS WITH REJECTION

Classifier PCC Perr Prej PCC|C

CNN 77.12% 2.84% 20.04% 96.45%

CNN-SVM linear 64.69% 3.00% 32.31% 95.57%
CNN-SVM quadratic 93.88% 0.97% 5.15% 98.98%
CNN-SVM poly 3 94.85% 0.69% 4.46% 99.28%
CNN-SVM poly 4 94.97% 0.62% 4.40% 99.35%
CNN-SVM poly 5 3.65% 0.00% 96.35% 100%

CNN-SVM rbf 1 0.87% 0.00% 99.13% 100%
CNN-SVM rbf 2 95.00% 0.50% 4.50% 99.48%
CNN-SVM rbf 2.4 95.47% 0.56% 3.97% 99.41%
CNN-SVM rbf 3 94.88% 0.81% 4.31% 99.15%
CNN-SVM rbf 4 91.57% 1.12% 7.31% 98.79%

In Fig. 5 the dependency of the different indicators on σ, the
parameter of the RBF kernel, is shown. Perr(σ) and PCC|C(σ)

steadily increase and decrease respectively. PCC(σ) shows a
very steep increase from σ = 1 to 2, in the same interval the
rejection rate shows the opposite behaviour. The maximum
classification rate of PCC(σ) = 95.47% is reached at a value
of σ = 2.4 (the classification was performed with a stepsize
of 0.2).

Fig. 5. Performance of the CNN-SVM rbf classifier dependent on σ

For σ = 2.4 the confusion matrix without rejection is shown
in Table IV and the confusion matrix with rejection is shown in
Table V. Although the forced decision classification is already
very good, it is visible that with the use of a rejection class the
accuracy of the classification is higher, meaning that 28 images
less get classified incorrectly, while keeping PCC above 95%.

TABLE IV
FORCED DECISION CONFUSION MATRIX CNN-SVM RBF σ = 2.4

TARGET CLASS
1 2 3 4 5 6 7 8 9 10

1 582 0 1 2 3 0 0 0 0 0 99%
1%

2 0 196 1 2 0 0 0 0 0 0 98.5%
1.5%

3 5 0 579 0 2 0 1 4 0 0 98%
2%

4 0 0 0 186 0 0 0 2 0 0 98.9%
1.1%

O
U

T
PU

T
C

L
A

SS 5 0 0 0 0 265 0 0 1 3 0 98.5%
1.5%

6 0 0 0 2 2 273 1 0 0 1 97.8%
2.2%

7 0 0 0 0 0 0 271 0 0 1 99.6%
0.4%

8 0 0 1 2 1 0 0 263 0 1 98.1%
1.9%

9 0 0 0 1 0 1 0 3 271 0 98.2%
1.8%

10 0 0 0 0 1 0 1 0 0 271 99.3%
0.7%

99.1%
0.9%

100%
0%

99.5%
0.5%

95.4%
4.6%

96.7%
3.3%

99.6%
0.4%

98.9%
1.1%

96.3%
3.7%

98.9%
1.1%

98.9%
1.1%

98.6%
1.4%



TABLE V
CONFUSION MATRIX CNN-SVM RBF σ = 2.4 WITH REJECTION

TARGET CLASS
1 2 3 4 5 6 7 8 9 10

1 565 0 1 2 1 0 0 0 0 0 99.3%
0.7%

2 0 189 0 1 0 0 0 0 0 0 99.5%
0.5%

3 3 0 567 0 1 0 1 3 0 0 98.6%
1.4%

4 0 0 0 182 0 0 0 0 0 0 100%
0%

O
U

T
PU

T
C

L
A

SS 5 0 0 0 0 257 0 0 0 2 0 99.2%
0.8%

6 0 0 0 0 0 262 0 0 0 0 100%
0%

7 0 0 0 0 0 0 267 0 0 0 100%
0%

8 0 0 0 0 0 0 0 253 0 1 99.6%
0.4%

9 0 0 0 0 0 0 0 2 252 0 99.2%
0.8%

10 0 0 0 0 0 0 0 0 0 264 100%
0%

Rej 19 7 14 10 15 12 6 15 20 9

PCC
Perr
Prej

PCC|C

96.3%
0.51%
3.24%
99.5%

96.4%
0%

3.57%
100%

97.4%
0.17%
2.41%
99.8%

93.3%
1.54%
5.13%
98.4%

93.8%
0.73%
5.47%
99.2%

95.6%
0%

4.38%
100%

97.4%
0.36%
2.19%
99.6%

92.7%
1.83%
5.49%
98.1%

92%
0.73%
7.3%
99.2%

96.4%
0.36%
3.28%
99.6%

95.5%
0.56%
3.97%
99.4%

As mentioned in section V this classifier is not rotation
invariant. Because of this the aspect angle of the target must
be estimated to rotate the images. This is a difficult task,
what can be assumed to be accurate for the training data, but
not neccessarily for the test data. To simulate the behaviour
of the classifier with incorrectly estimated aspect angles a
noise vector with gaussian distribution was added to the given
vector of aspect angles. The results of the classification with
σ = 2.4, as parameter of the RBF Kernel, dependent on
the standard deviation φ of the aspect error are depicted in
Fig. 6. The probability of correct classification decreases with
increasing aspect error, but the probability of misclassification
is kept low with its maximum of 2.72% at the maximum
aspect error. Instead of an increasing error rate the rejection
rate increases consistently with the decreasing probability of
correct classification, what indicates a robust classifier.

VII. CONCLUSION

A robust ATR algorithm based on 2D spotlight-SAR images
was presented. The selection of features was done automati-
cally by a convolutional feature extractor, which is the first
stage of a CNN. The results obtained by the combination of
CNN and SVM are clearly better than the results of the CNN
alone and are at the upper level compared to other published
classifiers on the ten class MSTAR database. With a forced
decision classifier a classification rate of more than 98% is
possible and with rejection class the correct classification rate
is slightly lower, but the rate of correct classification under the
condition that the image was classified at all is above 99%.

The limitation of the missing rotation invariance of the
proposed classifier is overcome by its robust behaviour against

Fig. 6. Classifier performance dependent on the aspect error

incorrectly estimated aspect angles. As expected, the probabil-
ity of correct classification decreases with worse estimates of
the aspect angle, but instead of an increasing error rate most
of the images with high aspect error get rejected.
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